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Abstract

We propose a parsimonious semiparametric method for macroeconomic forecasting. Based on ideas of cluster-

ing and similarity, we partition the series into blocks, search for the closest blocks to the latest block of observations,

and with the matched blocks we proceed to forecast. In a real-time forecasting exercise, we show that our approach

does especially well for labor market and other key macro variables. Our method outperforms parametric linear,

nonlinear, time-varying, and combination forecasts for the period 1999 - 2015 and particularly in the Great Re-

cession. When supplemented with information from the VXO, our method shows improvements for C&I lending

growth.

1 Introduction

The Great Recession was a sobering experience in many dimensions. One such lesson came from the difficulties that

macroeconometric models had in predicting the abrupt swings around the crisis. Figure 1 shows data for industrial

production growth as well as the one-quarter ahead forecasts from the Survey of Professional Forecasters and the

Board of Governors’ Greenbook. It is not difficult to see that the forecasts were off during the recession. Both

the Greenbook and SPF forecasts called for much higher industrial production growth through much of the crisis.

Not surprisingly, economists were criticized for the poor performance of their forecasts (Bernanke (2018), Ferrara,

Marcellino, and Mogliani (2015), Del Negro and Schorfheide (2013), Potter (2011)). Given this grim backdrop, in

this paper, we develop a forecasting algorithm that improves upon parametric models during normal times as well

as during rapid changes in the data such as in the 2008/2009 crisis. We borrow ideas from the machine learning

(clustering/similarity/nearest neighbor) and nonparametric regression literatures.

Our approach combines the flexibility of nonparametric nearest neighbor (NN) methods (Stone (1977), Farmer and

Sidorowich (1987), Yakowitz (1987), Diebold and Nason (1990), Mulhern and Caprara (1994)) with the parsimony
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of autoregressive moving average (ARMA) models (Hamilton (1994)). Our method is implemented in a sequence

of steps. We first fit a parametric baseline model (in our benchmark, we use an ARMA) to a time series of interest.

The ARMA model generally performs well in forecasting macroeconomic variables, but it may fail to capture certain

important nonlinear relationships at crucial time periods, such as around recessions. We then correct for previous

forecast errors made by the model during future similar times.1

To identify these similar time periods, we divide past movements in the series to be forecast into blocks. Next,

we search for the closest block to the most recent block of observations. Inspired by the machine learning literature

(Murphy (2012)), the smoothing estimators literature (Lo, Mamaysky, and Wang (2000)), and the similarity-based

prediction literature (Gilboa, Lieberman, and Schmeidler (2011)), we propose an algorithm to cluster the data into

blocks. This method, which we call match to levels, compares directly two blocks of data. With the matched block,

we forecast the time series of interest using a corrected ARMA prediction. The resulting scheme excels during sudden

movements in the data, but also forecasts comparably well to an ARMA model during more stable times. This is an

important feature of our approach because the forecaster can use it confidently during good and bad times.

Beyond applying and expanding semiparametric and machine learning tools to recent data, this paper makes two

important contributions. First, we analyze systematically the real-time forecasting performance of a nearest neighbor

method to a wide class of macroeconomic and financial variables. This provides a valuable input for practitioners look-

ing for alternative forecasting tools. In contrast, previous papers have concentrated on single variable exercises based

on GDP (Ferrara, Guegan, and Rakotomarolayh (2010)), unemployment rates (Golan and Perloff (2004)), interest

rates (Barkoulas, Baum, and Chakraborty (2003)), commodity prices (Agnon, Golan, and Shearer (1999)), exchange

rates (Mizrach (1992), Fernandez-Rodriguez and Sosvilla-Rivero (1998), Fernandez-Rodriguez, Sosvilla-Rivero, and

Andrada-Felix (1999), Meade (2002)), or on high frequency stock market data Lo, Mamaysky, and Wang (2000).

Second, we show that the nearest neighbor method does especially well around the Great Recession, a time when

several alternative forecasting models suffered. To our knowledge, we are the first to document this fact.2

Based on the 13 series of monthly data covering the past five decades, our two main findings can be summarized

as follows. First, in a real-time forecasting exercise, we find statistically significant improvements in the forecasting

ability of our method over many popular alternative approaches – including ARMA models, Markov-switching mod-

1The general idea of correcting forecasts with previous forecast errors is reminiscent of the literature on intercept corrections (Clements
and Hendry, 1996; Hendry and Clements, 2003). The difference is that the traditional intercept correction literature corrects using the most
recent forecast errors, whereas we attempt to find forecast errors during ”similar” time periods to the time being forecast.

2Since the first draft of this paper was circulated, our nearest neighbor approach has gained traction in the macro forecasting literature
(Dendramis, Kapetanios, and Marcellino, 2019).
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els, self-exciting threshold autoregression (SETAR) models, time-varying linear models, time-varying parameters and

stochastic volatility models, exponential smoothing, and combinations of linear and nonlinear models – for many of

the data series we consider.3 Our approach does especially well for labor market variables such as unemployment rate

changes, payroll employment growth, and average hourly earnings growth. We also do well for short-horizon (1 and

3 month) forecasts of industrial production growth, federal funds rate changes, S&P 500 returns, and capacity utiliza-

tion rate changes. Second, our approach shows substantial gains during the Great Recession relative to many of the

alternative forecasting strategies. We continue to forecast well for the labor market variables as well as federal funds

rate changes, industrial production growth, and capacity utilization rate changes. Compared to the other forecasting

models, our method especially excels precisely in the time periods when the data show sudden increases or declines.

Taken together, these results suggest that our method not only could be useful during deep recessionary episodes such

as the Great Recession, but also delivers strong forecasting performance during calmer times as well.

We also extend our forecasting framework to allow for exogenous regressors. We consider bivariate versions of our

model that include the VXO as an exogenous predictor, which we call nearest neighbor X (NNX). We compare the

forecasting performance of this extended model to an ARMA, an ARMAX model with the VXO as an exogenous

predictor, and our benchmark nearest neighbor specification. The NNX specifications continue to show evidence of

nonlinear forecasting gains across several variables. The major takeaway from this exercise, however, is that there is a

strong nonlinear relationship between volatility and C&I lending growth, which is a variable for which the nonlinear

univariate models have difficulty in beating the benchmark linear models.

As we discuss at length in the main text, there are a few conditions needed for our methodology to work well. First,

our method does well during sharp, nonlinear movements in the data. Therefore, our method especially shines in the

Great Recession. Second, we perform better when we have more data. As we are taking a semiparametric approach,

a large amount of data is needed to characterize patterns that are nonexistent or mildly present in shorter samples. For

example, we find that our approach uses information from the recessions in the 1970s and 1980s to forecast many of

the series during the Great Recession. Finally, our approach also needs that the series display consistent patterns. If

the data does not display consistent patterns, our methodology does not improve over alternative approaches.

A further advantage of our estimation approach is its ease of computation and flexibility. Although in this paper we

only consider the canonical ARMA model as a baseline, in theory any number of linear or nonlinear models can be

used as the baseline model in our framework. On top of the baseline model, only two parameters of interest must be

3We use the Diebold and Mariano (1995) test to evaluate the forecasts.
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estimated: a match length parameter and a parameter that governs the number of top matches over which to average.

We choose these parameters based off of previous out-of-sample forecasting performance using a mean squared error

criterion and consider the average forecast from a set of parameter combinations that have previously forecast well.

Indeed, we discuss in the paper that our use of a combination of nearest neighbor parameterizations instead of

one single model to forecast is especially important for our results. That we look at a combination forecast instead

of picking one single specification contrasts our work with the bulk of related nearest neighbor forecasting studies

(Diebold and Nason, 1990; Mizrach, 1992). In looking at historical forecasting performance, oftentimes, we find

that many different nearest neighbor specifications in fact have performed similarly, making the selection of any one

model difficult. Moreover, if we were to only look at the best model in terms of historical forecasting performance as

opposed to an average, our forecasting gains would be attenuated.4

We proceed as follows. Sections 2 outlines our methodology. We discuss the data and our forecasting exercise

in Section 3. The empirical results are in Section 4. Section 5 presents an extension of our model that allows for

exogenous predictors. The last section provides some final thoughts and conclusions.

2 Forecasting Model

Our approach is parsimonious. We adjust the current forecast from a baseline ARMA model with the model’s

forecast errors from previous similar time periods, where similarity is defined by a distance function. We begin by

discussing the details of our matching algorithm. Then, given a ranking of the closest matched time periods, we show

how to correct our baseline parametric forecasts.

2.1 Matching algorithm

Let YT = {y1,y2, . . . ,yT} denote a univariate series of data that we would like to forecast. Our goal is to match

the most recent time period of length k (T − k+ 1, ...,T ) to similar previous blocks of length k. To find similar time

periods, we search over a set of past blocks of the series to be forecast. We divide these data into blocks of k elements

Ck = {[yt1−k+1,yt1−k+2, . . . ,yt1 ], [yt2−k+1,yt2−k+2, . . . ,yt2 ], . . . , [ytn−k+1,ytn−k+2, . . . ,ytn ]} and determine which previous

blocks are close to the current block. This in turn requires a concept of distance. For our benchmark results in the

paper, we consider a match to levels distance function.

4These results are in the Appendix Section D.
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Match to levels Let us compare two sequences of series of length k, YT−k+1:T = [yT−k+1, . . . ,yT ] vs. Yj−k+1: j =

[y j−k+1, . . . ,y j]. The similarity between these two blocks of data is captured by the distance function:

δ1
(
YT−k+1:T ,Yj−k+1: j

)
=

k

∑
i=1

w(i)
(
yT−k+i− y j−k+i

)2
. (1)

Here w(·) is a weighting function. In our empirical exercises, we choose w(·) to be an increasing function in i:

w(i) =
1

k− i+1
, (2)

We think that this weighing function provides a good compromise between simplicity and giving the highest weights

to most recent observations.

2.2 Forecast adjustment

To generate the forecast, we use the following formula:

ŷT+h =
(
y j∗+h− ŷ j∗+h,ARMA

)
+ ŷT+h,ARMA, (3)

where ŷT+h,ARMA is the forecast from an ARMA model for time T +h, where h is the forecast horizon. The index j∗

denotes the matched time period. The idea is to correct the T +h forecast made by the ARMA model with its previous

forecast errors in similar time periods. Of course, it is important to remember that j∗+h ≤ T , as we must be able to

evaluate the forecast using historical realized data. We select an ARMA model as the auxiliary model because our data

is monthly with high variability. Hence, an autoregressive model would have a hard time capturing these movements.5

Instead of just forecasting based on the top match, we average over the top m matches. Formally, the adjusted

forecasting model is

ŷt+h =
1
m

m

∑
i=1

(
y j∗(i)+h− ŷ j∗(i)+h,ARMA

)
+ ŷT+h,ARMA, (4)

where {y j∗(i)−k+1,y j∗(i)−k+2, ...,y j∗(i)} is the ith closest match to {yT−k+1, ...,yT}.6

5A baseline nonparametric version of our approach would consist of using the next observation in the matched block as the forecast. That
is, our forecast is ŷT+h = y j∗+h. Alternatively, we could use a “random walk” forecast: ŷT+h = y j∗ .

6In cases of ties in the closest matches at the cutoff (for example, the mth top match has the same distance as the m+1th top match), we
include all of the matches with an equivalent distance.
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2.3 Recursive out-of-sample forecasting exercise

In performing out-of-sample forecasting, we have two parameters, k (length of matches) and m (how many matches

to average over), to select in determining the optimal forecasting model. We sketch an algorithm to select these

parameters using predictive least squares.

There are a total of KM forecasting models: all combinations of k = 1,2, ...,K and m= 1,2, ...,M. Index the forecasts

h-step ahead forecast made by these models at time t with ŷt+h,km. Define the mean square error as:

MSEt−h,km =
1

t−h− t1 +1

t−h

∑
τ=t1

(yτ+h− ŷτ+h,km)
2 . (5)

We select the optimal forecasting model by considering the out-of-sample forecasting performance as evaluated by

the mean squared error of forecasts using data from period t1 up until t−h (shown in the formula above).7 Following

Aiolfi and Timmermann (2006), we consider the equally-weighted average forecast of the top 1/4th models according

to the mean squared error criterion.8

2.4 Discussion

Nearest neighbor methods have a decidedly local flavor, as emphasized by much of the previous literature (e.g.

Farmer and Sidorowich (1987), Diebold and Nason (1990)). This fact can be seen by noticing that information con-

tained in data related to the top m matches “close” to the current sequence at hand have full weight in the adjustment

step, whereas series “far” from this sequence have no weight.9 This local nature of the estimator is true for nonpara-

metric estimation in general (Pagan and Ullah (1999)). We can contrast this local behavior of the nearest neighbor

estimator with global methods such as linear ARMA models, which use all historical data with equal weight. The

latter approach may be inappropriate during times of crises, where economic relationships prevailing during normal

times tend to break down.10

We believe that adjusting a preliminary forecast from an ARMA model is an important step in the forecasting proce-

dure. Monthly macroeconomic data is generally well-described by ARMA dynamics, being a popular reduced-form

model for consumption growth (Schorfheide, Song, and Yaron, 2018) and unemployment (Montgomery, Zarnowitz,

7Our selection mechanism shares many similarities with bandwidth selection in kernel regressions. For an application in finance, see Lo,
Mamaysky, and Wang (2000).

8We have a robustness exercise in Appendix Section H in which we allow the model weights to inversely depend on the mean squared
errors of the forecasts.

9In the baseline nonparametric version of the approach, where we do not first estimate an ARMA, sequences far from the current sequence
have no bearing on the forecast.

10We thank Luca Guerrieri for raising our attention to this important point.
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Tsay, and Tiao, 1998), among many other macroeconomic series. The important moving average component often

found when modeling monthly data suggests the need to first remove these dynamics. In general, an ARMA model

has been shown to deliver good forecasting performance on macro data (Stock and Watson, 1999), making it a nat-

ural benchmark. We want to stress, however, that our methodology is general so other models could also be used to

generate a preliminary forecast. An interesting example is to use a DSGE model as the baseline forecasting model.

Such an exercise could be used to understand what structural shocks contributed to the failure of the DSGE’s forecast.

The idea of guiding the nonparametric estimator with a parametric pilot has been proposed before on cross-sectional

data, the general intuition being to choose a parametric guide that is “close” to the true nonparametric function (Glad

(1998), Ullah and Rahman (2002), Martins-Filho, Mishra, and Ullah (2008)).

Because we first estimate a baseline model and then correct based on its past forecast errors, our approach can be

classified as a residual method. A natural related literature is the one on intercept corrections (Clements and Hendry,

1996, 2006). An important difference, however, is that intercept corrections only use the most recent past forecast

errors to correct a forecast. On the other hand, our approach can use forecast errors from any past point in time,

including the most recent. While intercept corrections is theoretically motivated by correcting for structural breaks

in the intercept, the nearest neighbor approach is theoretically justified by appealing to nonlinearities in the data

generating process (Clements and Hendry, 1996; Stone, 1977).

Our approach is also related to judgmental forecasting. Central banks often use residual adjustments in forming

such forecasts in the policy process (Sims, 2002). Our approach provides a formalization to these forecasts by using

similar past patterns in the data to select the time periods in which to draw the residuals.

The model combination assumption that we make also deserves some discussion. Model combinations are justified

if there is instability in the optimal predictive model, as is often the case in macro forecasting (Stock and Watson, 1996;

Timmermann, 2006; Rossi, 2013, 2020). Indeed, Stock and Watson (1999) find on a large set of U.S. macroeconomic

time series that model combination methods appear to improve forecasting performance over any single model.11 The

use of past forecasting performance to inform the set of models to be combined is valid if there is some persistence

in the relative forecasting performance across models, which has also been shown to hold on macro data (Aiolfi and

Timmermann, 2006). Our use of trimming is well supported by the literature (Timmermann, 2006), as removing

poorly performing models from a model average often improves forecasting performance.

A large literature has also developed estimating models that are robust to parameter instabilities. The key object

11Notably for our purposes, they do not consider nearest neighbor models.
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of interest is often the window size in a rolling regression or the discounting parameter in exponential smoothing.

Pesaran and Timmermann (2007) propose two main strategies to choose the window size. First, they suggest a cross-

validation method that reserves a certain amount of data for a pseudo-out-of-sample forecasting exercise in which to

choose an optimal window. Second, they suggest averaging over regression models estimated over multiple window

sizes. Giraitis, Kapetanios, and Price (2013) analyze methods robust to many different forms of structural change,

and find that exponential smoothing in which the discounting parameter is chosen by historical forecast mean square

error performs well. Pesaran, Pick, and Pranovich (2013) derive optimal weights on observations in the presence

of continuous and discrete breaks, noting that exponential smoothing closely approximates the optimal weights with

continuous breaks. Inoue, Jin, and Rossi (2017) model time variation in the regression coefficients as smooth func-

tions of time, and develop a method to choose the optimal window size in a rolling regression by minimizing the

end-of-sample conditional mean square forecast error. Hirano and Wright (2019) examine the risk properties of the

point forecasts from using cross-validation methods to select the tuning parameters in a rolling window or exponential

smoothing model. They also propose a pseudo-Bayesian form of cross-validation that takes into account the asym-

metries inherent in the risk function. These advances have been notable in the literature, and indeed we consider

several of these proposals as alternative models. The main difference between our method and rolling window and

exponential smoothing methods is that our method puts high weight on past time periods with similar patterns to the

current time period while both rolling window and exponential smoothing puts more weight on recent observations

and downweights past observations.

3 Forecasting exercise

In this section, we discuss details about the data we use, the specific implementation of our nearest neighbor fore-

casting procedure, and additional competitor models beyond the linear model.

3.1 Data

We consider 13 monthly U.S. macroeconomic and financial data series running from January 1959 to June 2015.12

These variables are listed in Section A in the Appendix. We use real-time data vintages from FRED-MD (McCracken

and Ng (2015)). Where appropriate, we take first difference or log first difference transformations of the data.13 These

transformations are meant to ensure stationarity of the variables and are popular in the literature (Marcellino, Stock,

12The series are seasonally adjusted when needed.
13The details of the transformations can be found in Appendix Section A.
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and Watson (2006); Aiolfi, Capistran, and Timmermann (2010); Carriero, Kapetanios, and Marcellino (2011)).

The first vintage of data is available from August 1999 (which contains the first release of the July 1999 data).

One important issue is the heterogeneity in the real-time data availability. For 11 of the 13 series, the first vintage

is available from August 1999. The first vintage for total PCE inflation is available from August 2000 and the first

vintage for consumption is available from February 2004. For each vintage, the start of the data series after the

transformations is February 1959. All of our estimation and forecasting procedures use the data from the beginning

of the sample up to the last data point available to the econometrician at the time of the forecast.

3.2 Details of the nearest neighbor forecasting procedure

We discuss forecasting results for two different and illustrative exercises. First, we look at the overall forecast

performance of the algorithm. For this exercise, we begin when the real-time data vintages become available. For 11

out of the 13 series, this means we begin forecasting using data up to July 1999. For inflation, we begin forecasting

using data up to July 2000 and for consumption, we do so using data up to January 2004.

Second, we zero in on the performance of the nearest neighbor algorithm during the months around the Great

Recession. We look at the time period between December 2007 to June 2009.

With real-time data, the definition of the forecast target is not obvious. We choose as the forecast target the first

release data. This is in line with papers such as Koenig, Dolmas, and Piger (2003); Clements and Galvao (2013);

Carriero, Clark, and Marcellino (2020), who also use first release data to evaluate forecasts.14 We consider forecasts

that are 1,3,6, and 12 months ahead.

Benchmark linear ARMA model We consider a set of models with lags, L, from 0 to 12 and MA terms, Q, from 0

to 2:

yt = c+
L

∑
l=1

φlyt−l + εt +
Q

∑
q=1

θqεt−q, εt ∼ N(0,σ2) (6)

We select the optimal autoregressive lag length L and moving average terms Q using the BIC criterion in a real-time

fashion period-by-period using only the data available to the forecaster at the time of the forecast.

Adjusting the benchmark linear forecast We discuss some important implementation details of our methodology

to adjust the benchmark forecast. Two key parameters of our forecast adjustment procedure are the match length,

k, and number of matches to average over, m. We use the grid [2,4,6, · · · ,80] for k and a similar one for m. We

compute the historical forecasting performance of the procedure from January 1975 up to the latest observed data at

14In the Appendix Section J, we show some robustness results on second release data. The results are similar.
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each time period and rank the k and m combinations by the mean squared error criterion. Our forecast adjustments

use an equally-weighted average of the prescriptions from the top 1/4th of parameter combinations. We always use

the latest vintage available to compute the historical forecasting performance.

For the sake of clarity, it is instructive to give a concrete example. Suppose that we are forecasting using data

up to December 1999 (usually this would be available as of the January 2000 vintage). First, we fit our benchmark

(optimally-selected) linear model using data from February 1959 to December 1999.15 Then, we look at the mean

squared forecast errors of all combinations of k and m if we had used our correction method beginning in January 1975

up to the forecast for the December 1999 data in a pseudo out-of-sample forecasting exercise. Finally, we rank the

parameter combinations according to mean squared errors and use an equally-weighted average of the prescriptions

from the top 1/4th of parameter combinations to forecast. The forecasts are made using all of the data up to December

1999.

3.3 Competing models

For comparison purposes, we look at a broad set of alternative forecasting models that are popular in the literature.

We focus on nonlinear and time-varying modeling alternatives, especially those intending to capture recessionary

episodes or structural breaks. These include the Markov-switching autoregression model, self-exciting threshold

autoregression (SETAR) model, time-varying linear model estimated by rolling windows, time-varying parameters

and stochastic volatility autoregression model, and exponential smoothing. Finally, we look at several strategies for

model combinations that combine forecasts from linear and nonlinear models.

Markov-switching autoregression model We consider two state Markov-switching autoregressions of the follow-

ing form:

yt = cst +
L

∑
l=1

φlyt−l + εt , εt ∼ N(0,σ2)

st = {1,2}

P(st |st−1) =


p 1− p

1−q q


(7)

15We also use data from February 1959 to December 1999 to select the optimal lag length and MA length.
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We first use the same strategy as in the linear model case to select the optimal autoregressive model (without Markov-

switching) period-by-period in a real-time fashion, considering lags 0−12. Then, we add onto the model a Markov-

switching intercept that can take two states. We estimate the resulting model with maximum likelihood methods and

produce point forecasts using the methodology of Davidson (2004).

Self-exciting threshold autoregression (SETAR) model We estimate SETAR models of the form

yt = ct +
L

∑
l=1

φl,tyt−l + εt ,εt ∼ N(0,σ2)

ct = G(yt−1;γ)c1 +(1−G(yt−1;γ))c2

φl,t = G(yt−1;γ)φl,1 +(1−G(yt−1;γ))φl,2

G(yt−1;γ) = (1+ exp(−γ1 (yt−1− γ2)))
−1

(8)

Similarly to the Markov switching autoregression, we first select the number of lags period-by-period using the same

strategy as in the linear model case (without SETAR dynamics). Then, we add onto the model SETAR dynamics

assuming two states and a logistic transition function. Here, we assume that both the intercept and autoregressive

parameters may be time-varying. We estimate the model with maximum likelihood methods and we use simulation

methods to forecast.

Time-varying linear model We implement the time-varying linear model by selecting and estimating our ARMA

model on a rolling window of data. Because this model concentrates on recent data, it has a local flavor and hence is a

potential competitor to our local semi-parametric approach. We choose the rolling window size to be 120 months (10

years), broadly in line with the literature (Stock and Watson, 2007; Carriero, Clark, and Marcellino, 2015).

Time-varying parameters and stochastic volatility autoregression model Following Primiceri (2005), we use

Bayesian methods to estimate a time-varying parameters and stochastic volatility autoregression model:

yt = ct +
L

∑
l=1

φl,tyt−l + εt ,εt ∼ N
(
0,σ2

t
)

Bt =

(
ct φ1,t ... φL,t

)′
Bt = Bt−1 +ζt ,ζt ∼ N

(
0,Σζ

)
logσt = logσt−1 +ηt ,ηt ∼ N

(
0,σ2

σ

)
(9)
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We choose a lag length L of 6, which is the natural extension to monthly data of Primiceri (2005)’s choice of 2 lags on

quarterly data. We follow the same strategy of setting priors as Primiceri (2005), but again tuned to monthly data.16

We estimate the model using the algorithm of Del Negro and Primiceri (2015). This model has been found to perform

well in point and density forecasting (Clark, 2011; D’Agostino, Gambetti, and Giannone, 2013; Koop and Korobilis,

2013; Clark and Ravazzolo, 2015).

Exponential smoothing A popular approach advocated in the literature to deal with structural change is the expo-

nential smoothing methodology (Pesaran, Pick, and Pranovich, 2013; Giraitis, Kapetanios, and Price, 2013), defined

by the following equation:

ŷT+h =
1− γ

1− γT

T

∑
t=1

γ
T−tyt (10)

We select the downweighting parameter γ period-by-period by considering historical in-sample root mean square

error (RMSE) performance, as advocated by Giraitis, Kapetanios, and Price (2013).17 The multi-step ahead forecast

is equal to the one-step ahead forecast in this model and we select a different γ depending on the forecast horizon.

Combinations model We also consider the performance of model combinations. Our benchmark specification for

the nearest neighbor correction is a model combination forecast among various nearest neighbor parameter specifi-

cations, so we find it important to also compare to forecasts from model combinations of our parametric competitor

models. This exercise is motivated by the results of Stock and Watson (1999); Timmermann (2006); Rossi (2013),

who find that model combination forecasts produce some improvements over any single model.

We look at three different types of model combinations. First, for the linear model combinations, we take the average

forecast produced by the top 1/4th of ARMA models in terms of BIC. Timmermann (2006) finds that trimming often

can improve forecast performance. Second, we implement the suggestion of Pesaran and Timmermann (2007) and

combine the optimally-selected ARMA model estimated on multiple window sizes using equal weights. We consider

all window sizes from a maximum of the beginning of the sample up to a minimal of the latest 120 observations.

Rossi (2013) recommends averaging over window sizes as a way of improving model forecasting performance in the

presence of instabilities. Finally, for the nonlinear model combinations, we take the equally-weighted average forecast

produced by the optimally-selected ARMA model, Markov-switching autoregression model, self-exciting threshold

autoregression model, time-varying linear model, time-varying parameters and stochastic volatility autoregression

16Prior specification details can be found in the Appendix Section C.
17In line with the nearest neighbor model selection strategy, we begin keeping track of the RMSE performance from January 1975 onwards.
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model, and exponential smoothing model. We use equal weights among the selected models when implementing the

combinations, following the recommendations of Timmermann (2006) and Rossi (2013). We do acknowledge an im-

portant literature that analyzes time-varying model combination weights. While Timmermann (2006); Rossi (2013)

review this literature in the point forecasting context, Del Negro, Hasegawa, and Schorfheide (2015); Aastveit, Ravaz-

zolo, and van Dijk (2018); Aastveit, Mitchell, Ravazzolo, and van Dijk (2019) discuss it in the density forecasting

context.

4 Empirical results

In this section, we discuss the empirical results from our forecasting exercises. We begin with an overall assessment

of the methodology over our evaluation time span. This comparison is important to establish the competitiveness of

the nearest neighbor procedure relative to several leading alternatives. Then, we move on to a period of particular

recent interest – the Great Recession – in which our model forecasts especially well. We analyze the reasons why the

nearest neighbor model does so well by looking at the past time periods the model draws from to form the forecasts.

4.1 Overall forecasting performance

In Table 1, we show the RMSE performance of our proposed nearest neighbor model versus the battery of competitor

models discussed in Section 3.3. We report ratios, so values below 1 indicate that the nearest neighbor method forecasts

better than the competitor. We use the Diebold and Mariano (1995) test with Newey-West standard errors to assess

significance. We choose the lag lengths of the Newey-West standard errors to be the integer portion of 1.5 times the

forecast horizon. For ease of comparison, we highlight in bold the specifications in which the nearest neighbor model

forecasts significantly better than the competitor model. Our real-time out-of-sample forecasting exercise begins when

the real-time vintages become available for each variable.

By looking down the columns of the table, we can get a sense of how the nearest neighbor correction compares to a

single model across all data series and forecast horizons. Across the rows of the table, we can see how well the nearest

neighbor model does compared to a variety of models for a specific variable at a certain horizon.

Several conclusions emerge. As a headline result to kick off the discussion, it is useful to look at the table as whole.

All in all, there are 468 entries in the table, indexed by variable (13 variables), forecast horizon (4 horizons), and

competitor model (9 models). For nearly 70% of the entries, the nearest neighbor model forecasts better, meaning the

RMSE ratio is below 1 (322 out of 468 entries). In addition, for over 22% of the entries (105 entries), the nearest
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neighbor model forecasts significantly better than the competitor model at the 5% or 10% level. On the other hand, for

only 3% of the entries (15 entries) does the competitor model forecast significantly better than the nearest neighbor

model. From a bird’s-eye perspective, then, the nearest neighbor model does better than the competitor models.

Focusing on the columns of the table, the nearest neighbor method overall fares well against any single competitor

model. Against the ARMA model, the nearest neighbor model has significant forecasting gains at some horizon for 8

out of the 13 series. The only specification in which it struggles is for long-horizon S&P 500 forecasts. The nearest

neighbor method does especially well for federal funds rate changes and payroll employment growth. Indeed, the

nearest neighbor method shows forecasting gains of over 10% for the two variables. It also excels relative to the linear

model at short horizon forecasting for unemployment rate changes, industrial production growth, inflation, S&P 500

returns, and capacity utilization changes.

A similar story holds for the other competitor models. Our proposal delivers significant gains for half of the series

versus the Markov-switching model and 9 series versus the SETAR model. The nearest neighbor model also does

well against the ARMA model estimated on rolling windows, showing significant gains for 7 out of the 13 series. The

toughest single-model competitor is the time-varying parameters model with stochastic volatility, which the nearest

neighbor model only has significant gains for 3 series. However, the only specification in which the time-varying

parameters model with stochastic volatility does significantly better than the nearest neighbor model is the 12 month

ahead S&P 500 forecasts. Against the exponential smoothing model, the nearest neighbor method delivers significant

gains at some horizon for 9 series while forecasting worse at some horizon for 3 series.
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Table 1: Nearest neighbor RMSE ratios relative to competitor models

Data Horz NN v. ARMA MS-AR SETAR TV-ARMA TVP-SV Exp Comb lin Comb PT Comb nonlin
1 month 0.99 0.97* 0.96** 0.95** 0.98 0.99 0.99 0.97** 0.99

Unemployment 3 month 0.98* 0.97 0.92 0.94** 0.98* 0.97 0.98* 0.96** 0.98*
6 month 0.99 0.98 0.92* 0.93 0.99 0.94* 0.99 0.98 0.98

12 month 1.01 1.00 0.81** 0.91 1.00 0.98 1.00 0.99 0.99
1 month 0.98** 0.98 0.94** 0.92** 1.01 0.99 0.98** 0.97 1.00

Ind prod 3 month 0.98 0.96 0.96 0.91** 1.01 0.92** 0.98 0.95 0.97
6 month 0.99 0.98 0.97 0.88 0.99 0.98* 0.99 0.98 0.98*

12 month 1.00 1.00 1.00 0.93 0.99 0.99 1.00 1.00 0.99
1 month 0.99** 0.97 0.90* 1.01 0.99 0.93** 0.99 1.00 0.99

Inflation 3 month 0.98** 0.85 0.79* 1.04 0.99 1.01 0.99 0.99 0.98
6 month 1.00 0.82 0.79 1.04 0.99 1.00 0.99* 0.99 0.98

12 month 1.00 0.74 0.75** 1.04 1.01 1.05** 1.00 1.00 0.97
1 month 0.90** 0.95* 0.95** 1.00 0.98 0.72** 0.86** 0.95** 0.95**

Federal funds rate 3 month 0.89** 0.95** 0.86** 1.01 1.00 0.91** 0.85** 0.95** 0.97
6 month 1.00 1.00 0.99 1.04 1.00 0.96 0.98 1.02 1.02

12 month 1.03 1.04 1.04 1.02 1.01 1.02 1.04 1.05 1.04
1 month 0.99** 0.98** 0.98* 0.95** 0.99 0.94** 0.99** 0.98** 0.98*

S&P500 3 month 1.00 1.00 0.93 0.99 1.00 0.99 1.00 1.00 1.00
6 month 1.01 1.01 1.01 0.99 1.01 0.99 1.01 1.00 1.00

12 month 1.02** 1.02** 1.01** 1.00 1.02** 1.00 1.02** 1.01** 1.01**
1 month 0.99 0.97 0.94** 0.96 1.00 1.02 1.00 0.99 1.00

Personal consumption 3 month 1.00 0.99 0.97 0.99 1.00 1.01 1.00 1.01 1.01
6 month 1.01 1.00 1.01 1.01 1.01 1.03** 1.01 1.02** 1.03**

12 month 0.99 0.99 1.01 0.98 1.00 1.02 0.99 1.01 1.01
1 month 0.95* 0.93** 0.92** 0.96 0.96** 1.00 0.94** 0.97* 0.98

Payroll employment 3 month 0.92* 0.90* 0.88** 0.94* 0.97* 0.95 0.91* 0.96** 0.95**
6 month 0.87* 0.84* 0.81** 0.89* 0.93** 0.82** 0.86* 0.92** 0.89**

12 month 0.90 0.88 0.84* 0.88 0.95 0.90 0.89 0.94 0.93
This table shows the RMSE produced by the nearest neighbor model relative to the various competitor models. Numbers below 1 indicate that the nearest neighbor model has a lower forecast

RMSE relative to the competitor model. * indicates significance of this difference at the 10% level whereas ** indicates significance at the 5% level. We use the Diebold and Mariano (1995) test to
evaluate the forecasts with Newey-West adjusted standard errors. We choose the lag lengths to be the integer portion of 1.5 times the forecast horizon. Bold numbers are the specifications for

which the nearest neighbor model significantly beats the competitor model. MS-AR: Markov-switching autoregression, SETAR: self-exciting threshold autoregression, TV-ARMA: time-varying
ARMA, TVP-SV: time-varying parameters and stochastic volatility autoregression, Comb lin: combinations linear model, Comb PT: Pesaran and Timmermann (2007) combinations model, Comb

nonlin: combinations nonlinear model.
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Nearest neighbor RMSE ratios relative to competitor models (cont)

Data Horz NN v. ARMA MS-AR SETAR TV-ARMA TVP-SV Exp Comb lin Comb PT Comb nonlin
1 month 0.96 0.97 0.80 0.85 0.92 0.98 0.98 0.96 0.93

Real personal income 3 month 1.00 1.00 1.00 0.96 1.00 1.02* 1.01 1.01* 1.01
6 month 1.00 1.00 0.99 0.98 1.01 1.01 1.00 1.01 1.01

12 month 1.00 1.00 0.99 0.99 1.00 1.01** 1.00 1.01* 1.00
1 month 0.99 0.95** 0.97* 0.95** 0.95** 0.97 0.99 0.99 0.99

Average hourly earnings 3 month 0.99 0.96** 0.98* 0.96* 0.97 1.00 0.99 1.00 0.99
6 month 0.99 0.94** 0.96** 0.95** 0.98 1.00 0.98 0.99 0.98

12 month 0.97* 0.89** 0.95** 0.96* 0.95** 0.99 0.95** 0.97* 0.96**
1 month 0.99 0.99 0.99 0.96* 1.01 0.95* 1.01 0.99 0.99

Housing starts 3 month 1.00 1.00 1.00 1.01 1.00 1.00 1.00 1.00 1.00
6 month 1.01 1.01 1.01 1.01 1.01 1.01 1.01 1.01 1.01

12 month 0.99 0.99 1.00 0.99 0.99 0.99 0.99 0.99 0.99
1 month 0.97** 0.95** 0.96* 0.95 1.00 0.97 0.97* 0.95 1.00

Capacity utilization (mfg) 3 month 0.97 0.95 0.95 0.95 0.99 0.92** 0.97 0.94 0.97
6 month 0.99 0.98 0.98 0.88 0.98 0.96* 0.98 0.98 0.97

12 month 1.00 1.00 0.96 0.89 0.99 0.98 1.00 0.99 0.98
1 month 1.01 1.00 1.04 0.98 0.99 1.00 1.01 1.00 1.03

Real estate loans 3 month 1.01 0.96 0.99 0.94 0.98 1.02 1.00 1.00 1.01
6 month 1.00 0.93 0.98 0.90 1.01 1.02 1.00 1.00 1.00

12 month 1.01 0.94 0.98 0.95 1.02 0.96 1.01 1.00 1.00
1 month 0.99 0.97 1.00 0.96* 1.00 0.97 0.99 0.98 0.99

C&I loans 3 month 0.98 0.96 0.91 0.96* 0.99 0.96* 0.98 0.98 0.98
6 month 0.98 0.96 0.92 0.96* 1.00 0.93* 0.98 0.98 0.98

12 month 1.01 0.99 0.96 0.98 1.02 0.95 1.00 1.01 1.01
This table shows the RMSE produced by the nearest neighbor model relative to the various competitor models. Numbers below 1 indicate that the nearest neighbor model has a lower forecast

RMSE relative to the competitor model. * indicates significance of this difference at the 10% level whereas ** indicates significance at the 5% level. We use the Diebold and Mariano (1995) test to
evaluate the forecasts with Newey-West adjusted standard errors. We choose the lag lengths to be the integer portion of 1.5 times the forecast horizon. Bold numbers are the specifications for

which the nearest neighbor model significantly beats the competitor model. MS-AR: Markov-switching autoregression, SETAR: self-exciting threshold autoregression, TV-ARMA: time-varying
ARMA, TVP-SV: time-varying parameters and stochastic volatility autoregression, Comb lin: combinations linear model, Comb PT: Pesaran and Timmermann (2007) combinations model, Comb

nonlin: combinations nonlinear model.
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Our nearest neighbor procedure also performs well against the three combinations specifications. It delivers signif-

icant gains over the linear combinations model for 8 series. Against the Pesaran and Timmermann (2007) proposal,

our methodology produces significant gains for 5 series. In line with the results of Rossi (2013), however, the Pesaran

and Timmermann (2007) combination also provides the stiffest competition amongst the combinations specifications,

significantly beating the nearest neighbor model for 3 series. Against the nonlinear combinations model, the nearest

neighbor model delivers significant gains for 6 series.

Looking row-wise, we see overall that the nearest neighbor model does especially well against multiple models

and for several forecasting horizons for the labor market variables: unemployment rate changes, payroll employment

growth, and average hourly earnings growth. For unemployment rate changes, the gains are primarily concentrated at

the 3 month horizon, but against several of the models, strong gains at the 1 month and at longer horizons are there

as well. For payroll employment growth, there are significant differences across many of the models for the 1 month,

3 month, and 6 month horizons. At the 12 month horizon, the differences are generally not significant, but some are

quantitatively large. For instance, the RMSE gain is at or above 10% against the ARMA, Markov-switching, SETAR,

time-varying ARMA, exponential, and linear combinations models. For wage growth, the nearest neighbor model

does exceptionally well against the Markov-switching, SETAR, and time-varying ARMA models, showing significant

gains at all horizons. Against the other models, the significant gains are primarily concentrated at the 12-month

horizon, consistent with the hypothesis of nonlinearities in wage dynamics due to downward nominal wage rigidities

(Kim and Ruge-Murcia, 2009).

There is also evidence of forecasting gains over the constant parameters linear ARMA framework for variables

susceptible to monetary policy: industrial production growth, inflation, and the federal funds rate changes. The

nearest neighbor model additionally significantly beats the Markov-switching, SETAR, exponential smoothing, and

combinations specifications for these variables. The significant gains are primarily clustered at shorter horizons – 1 and

3 months out. The toughest competitor models are those that allow for changing parameters, such as the time-varying

ARMA and time-varying parameters and stochastic volatility autoregressive model. That inflation is well described

by models which allow for changing parameters is consistent with the results of Stock and Watson (2007) and Faust

and Wright (2013).18 For the federal funds rate, this outcome is consistent with the idea that the dynamics have been

governed by a linear rule, but that the coefficients of the rule have slowly changed over time (Guerron-Quintana,

18We note, however, that the model considered in those papers is the unobserved components stochastic volatility model, which we do not
include in our paper primarily because of its specificity to inflation forecasting (Faust and Wright, 2013; Rossi, 2013).

17



Fernandez-Villaverde, and Rubio-Ramirez, 2010). Overall, our flexible model is competitive with the time-varying

linear models in a way that many of the other nonlinear parametric models are not.

For S&P 500 returns and capacity utilization changes, the significant forecasting gains against many of the competi-

tor models are concentrated at the 1 month horizon. A notable exception is the time-varying parameter and stochastic

volatility autoregressive model, which forecasts similarly well as our nearest neighbor model at the 1 month hori-

zon. By one year out, several models, including the ARMA model, significantly beat our nearest neighbor procedure

in forecasting stock price growth. In forecasting capacity utilization changes, the nearest neighbor model performs

about as well as the linear ARMA model and produces gains against many of the other models at the 6 and 12 month

horizons, although the differences in general are not significant.

Our method does not have much success for personal consumption growth, real personal income growth, housing

starts growth, real estate loan growth, and C&I loan growth. Personal consumption growth is well described by a

linear ARMA model. For real personal income growth, our methodology delivers some forecasting gains at the 1

month horizon, although the differences are not statistically significant. The exponential smoothing and Pesaran and

Timmermann (2007) methodologies do well at longer horizons for these two variables. For housing starts growth and

real estate loan growth, the ARMA model is hard to beat, although no model significantly beats the nearest neighbor

methodology either at any forecast horizon.

C&I loan growth is a particularly interesting case. Looking at Table 1, there is little evidence of strong nonlinear

predictability. The ARMA model forecasts well overall. As we will discuss in the following section, however, ex-

tending the nearest neighbor model to include the VXO as an exogenous predictor can greatly improve forecasting

performance over the entire forecast sample period.

4.2 Great Recession forecasting

We now turn our attention to a period of particular recent interest for forecasters – the Great Recession. We first

present a detailed discussion of the forecasting performance of the nearest neighbor correction compared to the linear

model in the Great Recession. Overall, we find that the nearest neighbor model does well for many of the impor-

tant cyclical variables, suggesting that indeed there was strong nonlinear behavior in the Great Recession. Then,

we also discuss the forecasting performance of our method relative to several nonlinear models and model combina-

tions. Across these comparisons, the nearest neighbor model continues to perform well, suggesting that it captures a

particularly salient form of nonlinearity in the Great Recession that is difficult for parametric models to capture.
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We focus on the Great Recession in particular because of its interest to forecasters as well as the potential for

nonlinearities to play a particularly important role during that time period. In the Appendix, we present a formal

econometric analysis of periods of time-varying predictability using the fluctuation test of Giacomini and Rossi (2010).

4.2.1 Comparison to ARMA model

Table 2 shows the RMSE ratios of forecasts produced by the nearest neighbor model versus those produced by the

ARMA model during the Great Recession. The first forecasts in this comparison use data including December 2007

and the last forecasts use data including June 2009. As we have only a limited sample, we do not test for significance

of these results. Instead, we evaluate the performance of the nearest neighbor model by the size of the RMSE gains it

produces relative to the ARMA model.

Consistent with the full sample results, the nearest neighbor correction produces sizable gains across several fore-

casting horizons for the labor market variables. For payroll employment growth, the RMSE improvements reach over

20% for some horizons. The unemployment rate change forecast gains are smaller in RMSE terms at around 5%,

but they are similarly spread across all forecast horizons. For average hourly earnings growth, the gains in the Great

Recession increase as the forecast horizons lengthen. At the 6 month horizon, the nearest neighbor model delivers a

6% gain and at the 12 month horizon, the improvement increases to 10%.

Our methodology does well for the federal funds rate change dynamics, delivering RMSE improvements of around

Table 2: Nearest neighbor RMSE ratios in the Great Recession (NN vs ARMA)

Data 1 month 3 month 6 month 12 month

Unemployment 0.94 0.93 0.95 0.97

Ind Prod 0.98 0.96 0.97 0.98

Inflation 1.00 0.98 1.01 1.00

Federal funds rate 0.91 0.87 0.93 1.01

S&P500 0.98 0.99 1.00 1.01

Personal consumption 0.90 0.97 1.01 1.02

Payroll employment 0.80 0.79 0.81 0.84

Real personal income 0.99 0.99 0.98 0.98

Average hourly earnings 0.99 0.99 0.94 0.90

Housing starts 1.01 1.01 1.04 0.99

Capacity utilization (mfg) 1.00 0.97 0.99 0.99

Real estate loans 1.01 1.00 1.00 1.02

C&I loans 0.99 0.98 0.97 0.99

This table shows the RMSE produced by the nearest neighbor model relative to the ARMA model for forecasts using data between December 2007 and
June 2009 (NBER dates for the Great Recession) at the 1, 3, 6, and 12 month horizons. Numbers below 1 indicate that the nearest neighbor model has a lower
forecast RMSE relative to the ARMA model.
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10% for short and medium-horizon forecasts. For industrial production growth, the RMSE gains are consistently at

around 3% across the forecast horizons. There does not seem to be any significant gains for inflation.

Interestingly, the nearest neighbor model does quite well for short-horizon personal consumption expenditure growth

forecasting, with gains of 10% at the 1 month horizon. This result is surprising as the nearest neighbor model performs

similarly to the linear model in the full sample.

Taken together, we view these results as showing that the nearest neighbor correction method improves forecasts

for many important macro variables in the Great Recession. A broad reading of Table 2 confirms our discussion – the

nearest neighbor method produces forecast improvements for three quarters of the entries.

To understand the inner workings of our approach, we now examine the forecasts of the nearest neighbor correction

method for three variables in more detail: unemployment rate changes, payroll employment growth, and the federal

funds rate changes. We choose payroll employment growth because of the strong performance of the nearest neighbor

model throughout the entire sample, including in the Great Recession. For the unemployment rate and federal funds

rate changes, we are motivated by the evidence from the time-varying predictability analysis in the Appendix, which

shows significant predictability gains in these two series around the Great Recession.19

Throughout our analysis, we refer to two key figures: Figures 2 and 3. Figure 2 shows the first-release data for

unemployment rate changes, payroll employment growth, and the federal funds rate changes in the months of the

Great Recession on the left column and the rolling percentage RMSE difference for the various forecast horizons

in the right column. Values below 0% indicate that the nearest neighbor method forecasts better than the ARMA

model. The x-axis denotes the date of the latest data available at the time of the forecast. Using this figure, we can

see during what periods of the Great Recession does the nearest neighbor model forecast especially well. Are they

over an extended period of many months or concentrated in one or two months? The final values of the rolling RMSE

percentage difference reflect the same percentage difference implied by the ratios found in Table 2.

Figure 3 shows the histogram of best-matched time periods during the 19 months of the Great Recession. For each

month, we count the dates of the best matches across the top 1/4th of nearest neighbor specifications. The light

blue histogram shows the distribution over all 19 months whereas the other three histograms select interesting single

months: December 2007 – the beginning of the recession, December 2008 – the height of the financial stresses, and

June 2009 – the end of the recession.
19For the results using the Giacomini and Rossi (2010) test, we use rolling window versions of the nearest neighbor and ARMA models.

This is an important assumption needed to invoke the asymptotics underlying the Giacomini and Rossi (2010) test. More discussion on this
issue can be found in the Appendix Section I.
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Unemployment rate changes The first row in Figure 2 shows the data and forecasts for unemployment rate changes.

In the early months of the recession through February 2008, the unemployment rate remained relatively flat. It then

began steadily climbing throughout 2008, with the largest single month increase a 0.5 percentage point change in

May 2008. The latter part of 2008 and the first part of 2009 had consistent large increases of between 0.4 and 0.5

percentage points every month until the increases began to slow down as we exited the recession.

In line with the results in Table 2, the nearest neighbor correction method delivers forecasting gains across all

horizons. The first panel in the right hand side of Figure 2 shows the results. There are slight gains in the first few

months of the recession, but the improvements month-by-month are uneven. The nearest neighbor method excels

as the recession becomes deeper by later-2008 into early-2009. These forecasting improvements coincide with the

sustained sharp increases in the unemployment rate during the depths of the recession. The Giacomini and Rossi

(2010) fluctuation test shows significant forecasting gains from the nearest neighbor model in this time period.

One may wonder from what time periods the nearest neighbor model draws from to forecast in the Great Recession.

The light blue histograms in the first panel of Figure 3 provide an answer. Not surprisingly, the nearest neighbor

correction draws on recessionary time periods. The methodology draws often from the early-2000s recession and the

second downturn of the 1980s. Interestingly, the methodology also draws from the recent Great Recession experience

as well. This may happen if the unemployment dynamics are persistent and unusual given the past history, so the best

match is from a recent time.20

We can also look at the top matches at different points in time. At the beginning of the recession, in December 2007,

the dynamics of the unemployment rate changes still were consistent with a variety of time periods. As seen by the

dark blue bars in the first panel of Figure 3, the only recessionary period matched by the nearest neighbor procedure

is the early-2000s recession. Several periods that were not recessionary were also included, such as the mid-1980s

and mid-2000s. At the height of the recession, shown by the bars in red, the nearest neighbor procedure generates

matches from the second recession in the 1980s and the earlier Great Recession period. This was a point in time when

the nearest neighbor model achieved large gains relative to the linear model. Finally, the black bars denote the match

in June 2009. Our model matches this time period to three recoveries: those of the early-1970s recession, the second

1980s recession, and the early-2000s recession.

20One important condition in the matching procedure is that a past time period can only be considered if the corresponding forecast error
from the ARMA prediction is observed. Therefore, for an h−step ahead forecast made using data up to time t, only time periods up to and
including t−h can be matched.
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Payroll employment growth The second row in Figure 2 shows the data and forecasts for nonfarm payroll em-

ployment growth around the Great Recession. In the initial stages of the downturn, payroll employment growth held

steady slightly below 0% until mid-2008, when it collapsed to around −0.4% in the latter part of 2008. Growth was

quite low for the next few months before a mild increase to around −0.3% near the end of the recession.

The right panel shows the forecast improvements with the nearest neighbor method. In line with the results in Table

2, the nearest neighbor correction method delivers forecasting gains across all horizons. The gains are sizable up to

the end of 2008, reaching around a 20% improvement, before leveling off near the end of the recession.

Figure 3 shows that the behavior of payroll employment growth in the Great Recession was oftentimes best approxi-

mated by its behavior in the months before, suggesting that a model closer to the intercept corrections literature (which

corrects forecast errors made in the previous period before) may also do well.21 The methodology primarily matches

to the recent past history at the beginning (December 2007) and end (June 2009) of the Great Recession; however,

at the height of recession in December 2008, the methodology also draws upon the experience in the early-2000s

recession.

Federal funds rate changes In response to the troubled conditions in the macroeconomy, the federal funds rate

rapidly declined during the Great Recession. As can be seen by the federal funds rate changes in Figure 2, there were

primarily two large easing cycles: first beginning in the latter part of 2007 and second later in 2008. The latter easing

cycle brought the federal funds rate to the zero lower bound, and the changes remained flat around zero since then.

As the right panel in the second row of Figure 2 shows, the nearest neighbor correction method delivers consistent

forecasting gains relative to the ARMA model at the 1 and 3 month horizons. The primary gains from the nearest

neighbor model come in the months around the beginning of the recession, corresponding to the first easing cycle.

The Giacomini and Rossi (2010) fluctuation test shows significant forecasting gains from the nearest neighbor model

in this time period. On the other hand, the gains leveled off into the second easing cycle and at the zero lower bound.

This may be because it was difficult to foresee an extended period of near zero changes that characterize the zero

lower bound period given the uniqueness of the federal funds rate level in U.S. history. For 6 month ahead forecasts,

the two models are competitive going into the recession, with the nearest neighbor model delivering some gains in the

early months of 2008.

Figure 3 shows that the nearest neighbor model tends to match time periods around the early-1990s and early-2000s

21It is important to remember that the nearest neighbor methodology uses information beyond the best matched time periods to form the
forecasts.
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recessions. These recessions both had two rounds of sharp decreases in the federal funds rate with a momentary respite

in between them. They mimic well the stop-and-start behavior of the federal funds rate decline in the Great Recession.

In the final months of the Great Recession, the federal funds rate remained flat near the zero lower bound. In June

2009, as seen by the black bars, the nearest neighbor method matches the near 0 movements of the federal funds rate

changes with the exit from the early-2000s recession. While not a perfect match, this was an important time period

when the funds rate level reached near 0% levels and its changes became small.

4.2.2 Comparison to other competitor models

How does the nearest neighbor correction method fare against parametric nonlinear, time-varying, or linear and

nonlinear model combinations? A priori, these alternatives may also perform well in the Great Recession and capture

the nonlinearities present in the data.

Table 3, which presents the RMSE ratios of the nearest neighbor method against the various competitor models at

the 3 month horizon, shows that the nearest neighbor model continues to do well when compared to the battery of

alternative forecasting models considered. The gains at the 3 month horizon remain for many of the variables that

the nearest neighbor method forecast well relative to the linear model, including unemployment rate changes, payroll

employment growth, and federal funds rate changes. At longer horizons, results in the Appendix Section F show that

Table 3: Nearest neighbor RMSE ratios in the Great Recession (NN vs various models, 3 month ahead)

Variable MS-AR SETAR TV-ARMA TVP-SV Exp Comb lin Comb PT Comb nonlin

Unemployment 0.88 0.81 0.85 0.91 0.98 0.91 0.91 0.93

Ind Prod 0.92 0.92 0.90 1.02 0.88 0.95 0.89 0.95

Inflation 0.74 0.66 1.15 0.99 1.03 1.00 1.01 0.96

Federal funds rate 0.96 0.82 0.80 0.87 0.88 0.83 0.94 0.93

S&P500 1.00 0.84 1.00 0.99 0.99 1.00 0.99 0.99

Personal consumption 0.97 0.98 0.96 1.04 1.03 1.00 0.98 1.00

Payroll employment 0.77 0.83 0.94 0.96 0.97 0.78 0.92 0.90

Real personal income 0.99 0.98 1.01 1.00 1.01 1.00 1.00 1.00

Average hourly earnings 0.96 0.97 1.04 1.02 1.01 0.99 1.00 1.01

Housing starts 1.01 1.01 1.07 1.05 1.04 1.04 1.01 1.04

Capacity utilization (mfg) 0.93 0.93 0.97 0.99 0.91 0.96 0.92 0.99

Real estate loans 1.03 1.00 0.95 0.98 1.05 0.99 1.01 1.01

C&I loans 0.95 0.98 0.98 1.00 0.98 0.99 0.99 0.99

This table shows the RMSE ratio of the nearest neighbor model compared to the competitor models for forecasts using data between December 2007
and June 2009 (NBER dates for the Great Recession) at the 3 month horizon. Numbers below 1 indicate that the nearest neighbor model forecasts have a
lower RMSE relative to the other models. MS-AR: Markov-switching autoregression, SETAR: self-exciting threshold autoregression, TV-ARMA: time-varying
ARMA, TVP-SV: time-varying parameters and stochastic volatility autoregression, Comb lin: combinations linear model, Comb PT: Pesaran and Timmermann
(2007) combinations model, Comb nonlin: combinations nonlinear model.
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the method also excels at forecasting wage growth, as was the case with its performance against the ARMA model.

Therefore, the takeaway message is that in the Great Recession, the nearest neighbor method continues to excel at

capturing the nonlinearities in the labor market variables and the federal funds rate.

Moving on to the other variables in our dataset, the nearest neighbor model also continues to forecast well. For

instance, the methodology does exceptionally well against a variety of models in forecasting industrial production

growth and capacity utilization rate changes. The toughest competitor is the time-varying parameters model with

stochastic volatility, which is not a surprising result given the findings of Ferrara, Marcellino, and Mogliani (2015).

Overall, we take these results to show that our nearest neighbor correction method captures a form of nonlinearity in

the Great Recession that appears difficult for many popular parametric nonlinear or time-varying models to replicate.

4.2.3 Discussion

The strong performance of the nearest neighbor method in the Great Recession naturally leads to two questions,

which we address here.

First, under what conditions does the nearest neighbor method do well? We believe the key condition is whether the

movements in the Great Recession of the series being forecast are idiosyncratic or whether they have some precedence

in the past. While the flexible nature of the nearest neighbor algorithm can match many different shapes in the data,

if there is not much past history of such behavior, it may lead to poor forecasts. A good illustration of this point can

be found by looking at real estate lending growth. The nearest neighbor model does not forecast well when compared

to the linear model. The behavior of real estate loan growth appeared to have changed in the period leading up to

the Great Recession. There were sizable large spikes of growth of over 4% in October 2006 and October 2008 as

well as large declines in loan growth in May 2007 and as the recession continued. In the previous years, loan growth

was much less volatile and there was no history of long stretches of negative loan growth. The distinctive nature of

these movements around the Great Recession make it difficult to find a good match, which negatively affects forecast

performance.

A second question that comes to mind is why parametric models do not capture the nonlinearity that the near-

est neighbor model does. The discussion on the heterogeneity over time across the top matched periods for the

nearest neighbor model suggests that the mix of “similar” past time periods changes across the different phases of

the recession. Sometimes, the top matched periods are from the more recent recessions, while sometimes the top

matched periods are from as far back as the 1960s recessions. Many nonlinear models, such as the Markov-switching

model, implicitly assume the existence of two states - recession versus expansion, thereby grouping all “recessionary
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episodes” together. As Rossi (2013) pointed out, the assumption of a fixed number of recurrent regimes may be quite

restrictive from a forecasting perspective. On the other hand, time-varying models typically assume that only the

most recent data are informative about the current data. The nearest neighbor matching approach suggests that both

methods may be missing an important aspect of the dynamics in the Great Recession, at least for certain series of

interest.

5 Extension to exogenous predictors

Thus far, we have only considered a univariate version of the nearest neighbor model. We can extend the speci-

fication to consider exogenous regressors. There are two areas in our procedure that can accommodate exogenous

predictors: the baseline ARMA model and the nearest neighbor matching function.

5.1 Modeling framework

We extend the distance function in Equation 1 to allow for exogenous regressors:

δ2
(
XT−k+1:T ,X j−k+1: j

)
=

k

∑
i=1

w(i)

[
R

∑
r=1

(
xr,T−k+i− xr, j−k+i

)2

]
. (11)

The variable xt is a R× 1 vector of predictors, which may include yt−1, and XT−k+1:T = [xT−k+1, ...,xT ]. If R > 1,

it is important standardize the xr,t variables so they all have the same standard deviation. This is to ensure that the

dynamics of one variable do not dominate the distance calculations. We do so by dividing xr,t by its standard deviation

calculated using data available at the time of the forecast.

We also include the exogenous regressors in our baseline model and estimate an ARMAX model. We select the

ARMAX model period-by-period using real time data by considering all AR lags up to 12, MA terms up to 3, and ex-

ogenous regressor lags up to 6.22 We continue to use the same matching algorithm specifications as in our benchmark

results.

As is well known in the literature, nonparametric methods such as nearest neighbors quickly run into curse of

dimensionality issues as the number of regressors increases (Pagan and Ullah, 1999). It is for this reason that we keep

the number of regressors low and consider restricted versions of the matching algorithm.

22In the model selection, we allow for the possibility that the exogenous variable does not enter at all, in which case we would simply take
the ARMA model as the baseline.
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5.2 Results

We explore bivariate extensions to our univariate model. We try four exogenous predictors: CBOE S&P 100 Volatil-

ity Index (VXO), BAA 10-year spreads, spot market West Texas Intermediate oil prices, and ten-one year Treasury

spreads. We consider each predictor one at a time.

Among the predictors we tried, we find that the VXO has the strongest nonlinear predictive power. In the paper, we

discuss forecasting results for the VXO and leave the findings for the other predictors in the Appendix. We allow for

two specifications of the matching function in Equation 11. In the first one, which we call NNX1, we only include

the VXO as the series to be matched. In the second one, which we call NNX2, we include both the VXO and the

forecasted series as the series to be matched. For all vintages, the VXO data begins in July 1962. Therefore, for the

models involving the VXO, we only use data from July 1962 onwards. This data limitation also means that we must

move forward the first period of model selection from January 1975 to November 1976.23

Table 4 shows the RMSE comparisons from this exercise. In the first three columns of the table, we look at the

performance of a specification where only the VXO data series is matched (NNX1). We compare its performance

against the ARMA model, the ARMAX model, and our original NN specification.24 Numbers below 1 indicate that

the NNX1 model forecasts better in RMSE terms. The second three columns show the performance of a specification

where both the VXO and the series being forecast is matched (NNX2).

There are two important takeaways from this table. First, comparing NNX1 and NNX2 to the ARMA and ARMAX

specifications, we see that forecast nonlinearities continue to be important. The NNX1 model forecasts well against the

linear models for unemployment rate changes, personal consumption growth, real personal income growth, housing

starts growth, and C&I loan growth. The NNX2 model does well for unemployment rate changes, industrial production

growth, payroll employment growth, average hourly earnings growth, housing starts growth, and C&I lending growth.

Secondly, we see that there is evidence of a nonlinear forecasting relationship between the VXO and C&I loan growth.

That the VXO is important in predicting C&I loan growth can be seen by comparing the two nearest neighbor X

specifications to the ARMA and nearest neighbor models. There is strong evidence at all horizons that the VXO

improves forecasting. The forecast gains are large as well, reaching more than 10% at medium horizons. Against the

ARMAX model, the NNX1 specification achieves some success at the 12 month horizon, showing significant gains

of 6% in RMSE terms.
23November 1976 is the first time period in which there is enough data to implement all of the possible nearest neighbor model parameter

combinations.
24The ARMA and NN models continue to use data from February 1959 and implement model selection beginning in January 1975.
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Table 4: Nearest neighbor X (VXO) RMSE ratios relative to competitor models

Data Horz NNX1 v. ARMA ARMAX NN NNX2 v. ARMA ARMAX NN
1 month 0.97 0.98* 0.98 0.97 0.98** 0.98

Unemployment 3 month 0.99 0.99 1.01 0.98* 0.98* 1.00
6 month 0.98* 0.98* 0.99 0.97 0.97 0.98

12 month 0.98 0.98 0.97 0.99 0.99 0.99
1 month 0.95 1.00 0.97 0.93* 0.98* 0.96

Ind prod 3 month 0.97 0.99 0.99 0.95 0.97 0.97
6 month 0.98 0.99 1.00 0.98 0.99 1.00

12 month 0.99 0.99 0.99 1.00 1.00 1.01
1 month 1.00 1.00 1.01 1.00 0.99 1.01

Inflation 3 month 1.01 1.01 1.02** 0.99 0.99 1.01**
6 month 1.00 1.00 1.00 0.99 0.99 0.99

12 month 1.00 1.00 1.00 0.99 0.99 0.99
1 month 1.09 1.06 1.21** 1.00 0.97* 1.11

Federal funds rate 3 month 1.12 1.05 1.25** 1.04 0.97 1.17
6 month 1.05 1.05 1.06 1.03 1.03 1.04

12 month 1.09 1.09 1.06 1.04 1.04 1.01
1 month 1.00 1.00 1.02 1.00 1.00 1.01*

S&P500 3 month 1.00 1.00 1.00 1.01 1.00 1.01
6 month 1.01 1.01 1.00 1.02 1.02 1.01

12 month 1.03 1.03 1.01 1.03** 1.03** 1.01
1 month 0.98 0.98 0.99 0.98 0.98 0.99

Personal consumption 3 month 0.99 0.99 0.99 0.99 0.99 0.99
6 month 0.99 0.99 0.98 0.99 0.99 0.98

12 month 0.98* 0.98* 0.98 1.00 0.99 1.00
1 month 0.96 1.00 1.00 0.93 0.97** 0.98

Payroll employment 3 month 0.93 0.99 1.01 0.90 0.96 0.98
6 month 0.94 0.97 1.07 0.89 0.92 1.02

12 month 0.92 0.94 1.02 0.93 0.96 1.04
1 month 1.00 1.00 1.04 0.98 0.98 1.01

Real personal income 3 month 0.99 1.00 0.99 0.99 1.00 0.99
6 month 1.00 1.00 1.00 1.00 1.00 1.00

12 month 0.99** 0.99** 0.99 1.00 1.00 1.00
1 month 0.99 1.00 1.00 0.99 1.00 0.99

Average hourly earnings 3 month 0.99 0.99 1.00 0.99 0.99 1.00
6 month 0.99 0.99 1.00 0.99 0.99 1.01

12 month 0.99 1.00 1.02 0.96* 0.97** 0.99
1 month 0.99 1.00 1.00 0.99 0.99* 0.99

Housing starts 3 month 1.00 1.00 1.00 1.00 1.00 1.00
6 month 0.99** 0.99** 0.99 1.00 1.00 0.99

12 month 1.00 1.00 1.00 0.99 0.99 1.00
1 month 0.97 1.01 1.00 0.95 0.99 0.98

Capacity utilization (mfg) 3 month 0.97 1.03 1.00 0.96 1.01 0.99
6 month 0.96 0.97 0.98 0.97 0.98 0.99

12 month 1.00 0.99 1.00 1.00 0.99 1.00
1 month 1.01 1.01 1.01 1.02** 1.01** 1.01

Real estate loans 3 month 1.00 1.01 1.00 1.01* 1.02** 1.01
6 month 1.00 1.00 1.00 1.02 1.02 1.01

12 month 1.01 1.00 1.00 1.03 1.02 1.02
1 month 0.95** 1.00 0.96* 0.95** 1.00 0.96*

C&I loans 3 month 0.89** 1.00 0.91* 0.90** 1.00 0.91*
6 month 0.85* 0.98 0.87* 0.86* 1.00 0.88*

12 month 0.90* 0.94* 0.90* 0.91* 0.96 0.91*
This table shows the RMSE produced by the nearest neighbor X model with VXO as the exogenous predictor relative to the various competitor models. The first
three columns show the performance of NNX1, which only puts the VXO in the matching function. The second three columns show the performance of NNX2,
which puts both the VXO and the forecasted series in the matching function. Numbers below 1 indicate that the nearest neighbor X model has a lower forecast

RMSE relative to the competitor model. * indicates significance of this difference at the 10% level whereas ** indicates significance at the 5% level. We use the
Diebold and Mariano (1995) test to evaluate the forecasts with Newey-West adjusted standard errors. We choose the lag lengths to be the integer portion of 1.5

times the forecast horizon. Bold numbers are the specifications for which the nearest neighbor X model significantly beats the competitor model.
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In the Great Recession, the VXO does especially well in forecasting several variables. Both the NNX1 and NNX2

specifications deliver strong gains over the three competitor models for unemployment rate changes, industrial pro-

duction growth, consumption growth, payroll employment growth, capacity utilization rate changes, and C&I lending

growth. Some of the gains are large, especially against the specifications that do not allow for the VXO to enter as

a regressor. The NNX2 model beats the ARMA model in payroll employment growth forecasts by over 40% at the

1 month horizon and close to 30% at the 3 month horizon in RMSE terms. Against the nearest neighbor model, the

NNX2 model improves by 27% at the 1 month horizon and over 10% at the 3 month horizon. The NNX1 model

shows improvements of a similar scale for payroll employment growth, although a bit smaller in magnitude. Against

the ARMAX model, the NNX models still do well for payroll employment growth, achieving gains of between 5%

and 20% for the 1, 3, and 6 month horizons. For C&I loan growth, both the NNX1 and NNX2 models provide gains

that are always larger than 10% and sometimes over 20% at all horizons versus both the ARMA and nearest neighbor

models. Against the ARMAX model, the results are similar to the full sample results. The nonlinear gains are most

evident at the 12 month horizon at values around 5%, with the NNX1 model outperforming the NNX2 model.25

These results are consistent with the importance of volatility in the macroeconomy, as the VXO is a popular em-

pirical proxy for macroeconomic volatility (Bloom, 2009). Papers such as Fernandez-Villaverde, Guerron-Quintana,

Rubio-Ramirez, and Uribe (2011); Fernandez-Villaverde, Guerron-Quintana, Kuester, and Rubio-Ramirez (2015) em-

phasize the importance of nonlinearities in the policy function to understand the impact of changes in volatility. These

nonlinearities would naturally lead to a nonlinear forecasting relationship between volatility and macroeconomic vari-

ables.

While we have extended our model to allow for exogenous regressors, we have not investigated the implications of

frameworks that allow for many predictors (Stock and Watson, 2002, 2012). Combining factor analysis methods with

our nearest neighbor model is an interesting avenue for future research.

6 Final thoughts

Our approach performs well during sharp changes in the data and still is competitive during normal times. We view

our approach as a complement rather than a substitute to existing methods. It can be applied in different contexts.

One possible extension is to use a weighted forecast of our approach and a linear model. The weights can be based

on the probability of a recession. Clearly, this scheme gives more emphasis to our algorithm when the economy is

25Appendix Section K contains a table with all of the results.
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suffering a downturn. Alternatively, the forecasts can be combined using the Bayesian predictive synthesis recently

advocated by McAlinn and West (2016). To account for structural breaks, one can also let the choice of t1, the initial

time period used in the selection of the nearest neighbor model parameters, to be rolling with t. Doing so will lead

to the model combination weights updating based on a rolling sample of forecast performance.26 As we forecast

better during sudden movements in the data, another possible application is to consider emerging economies, where

wild fluctuations happen more often. Finally, we leave the application of our method to density forecasting for future

research.
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Greenbook forecast (green dots), SPF forecast (red dots), and final-release data (blue solid). Shaded areas are NBER recession dates.

Figure 1: Industrial production 1-quarter ahead forecasts during the Great Recession
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First-release data in Great Recession† Percentage RMSE difference‡

† First-release data from Great Recession (NBER recession dates December 2007 - June 2009). The figures plot the change in each variable

from a month ago.
‡ This graph shows the recursive percentage RMSE difference. The final point of the lines corresponds to the percentage RMSE difference

embedded in the ratios shown in Table 2. We plot RMSEpct,t = 100× RMSENN,t−RMSEARMA,t
RMSEARMA

where RMSENN (ARMA),t is the recursive root mean

squared error of the nearest neighbor (ARMA) forecasts beginning with December 2007 information and ending with time t information. The

dates on the x-axis denote the information available at the time of the forecast. The blue line is for the 1 month forecast, red is for the 3 month

forecast, pink is for the 6 month forecast, and black is for the 12 month forecast.

Figure 2: Data and Forecasts in the Great Recession
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This graph shows the distribution of the top-matched time periods as determined by the nearest neighbor distance function during the Great

Recession. For each forecast period in the Great Recession, the top 1/4th of nearest neighbor specifications k,m as determined by historical

forecasting performance are used to forecast. We collect the time periods that each specification deems to be the best match. The histogram in

light blue combines the time periods deemed to be the best match over the 19 months of the Great Recession. We also select three time periods

of interest (Dec 2007, Dec 2008, June 2009) and plot the distribution of top matches over those three time periods as well. The time periods

plotted are the dates corresponding to the end points of the top matches. The gray shaded areas are NBER recessions.

Figure 3: Histogram of best-matched time periods in the Great Recession - 3 month ahead forecasts
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